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I. MOTIVATION 

More than a million people die in traffic accidents each 
year worldwide [1]. In the U.A.E., although traffic deaths are 
down by thirty-four percent in the last five years (2014-2018), 
road accidents have remained the second major cause of death 
[2], [3]. Dubai Police, in their recent survey, listed distracted 
driving as the main cause such fatalities, accounting for 
thirteen percent of the total deaths in the country [4]. 
Autonomous vehicles and assistive driving technologies are 
promising solutions to mitigate this issue. Allowing robust 
machine learning algorithms to drive our cars under all 
possible conditions (day, night, snow, rain), would have the 
potential to diminish such human errors altogether. IEEE 
envisions that by 2040 there will be no need for driving 
licenses [5], as seventy-five percent of vehicles by then shall 
be autonomous. We believe so too and hope to incorporate 
such concepts in cities such as Abu Dhabi and Dubai, some of 
leading smart cities in the MENA region [6] – and our place 
of residence – as the frontiers for embracing such concepts.  

 

Figure 1: "Stop" sign with both English and Arabic alphabets 

In our effort to make such technologies applicable to the 
U.A.E., while brainstorming, we found that traffic signs – 
amongst roads, tunnels, vehicles or obstacles – were unique to 
the region, and most signs also contain Arabic numerals or text 
alongside English numerals within them (Figure 1). A strong 
prediction algorithm would benefit from the recognition and 
classification data of these signs written in Arabic, and would 
also perform well in non-standard environmental conditions, 
such as low lighting, extreme weather, unfamiliar angles, or 
other atypical scenarios.  

 

Besides removing the possibility of human error, proper 
traffic sign recognition system can also potentially shorten 

travel times, decrease emissions, make transportation more 
accessible to passengers with disabilities, and save time for 
commuters. This technology could be used to create an 
interface to help visually impaired pedestrians navigate cities, 
and also use cameras to identify the signs in real time and 
convert the classification to audio output to give information 
to the user about street names, road closures/construction, or 
flow of traffic. If combined with GPS, this could be a powerful 
navigation tool both for pedestrians and vehicles. 

Inspired by all these advances that the recognition and 
classification of U.A.E. traffic signs could possibly bring 
about, the three of us were enthusiastic about proceeding on 
with this idea. 

II. PREVIOUS WORK 

While this paper is first in its kind to incorporate traffic 

sign images from the U.A.E., recognition and classification 

of traffic signs in not an entirely new concept. The German 

Traffic Signs Benchmark (GTSRB) dataset, comprising of 

more than 50,000 images and 40 classes, was initially used 

for a multi-class classification competition held at IGCNN, 

Germany, in 2011 [7]. Twenty participating teams used state-

of-the-art machine learning methods, including several types 

of neural networks, SVMs, ensemble classifiers and kd-trees, 

out of which the winning team, IDSIA, used CNN with 

multilayer perceptron to achieve an accuracy of 98.98%. 

Other successive teams also performed incredibly well, with 

all teams in the top 5 having accuracies more than 97%. This 

dataset has remained as a popular tool to test neural networks 

ever since, and later research have as a result used different 

models, such as CNN-ELM [8], to significantly reduce the 

computation time, and incorporate such traffic sign 

recognition techniques on Unmanned Autonomous Vehicles 

(UAVs) [9]. Top performing methods that have been used in 

the domain of traffic sign recognition and classification have 

generally used HOG features for detection and sparse 

representations for classification [10].  

In study conducted by J Stallkamp and his research group 

in 2016 on the same GTSRB dataset, it was found that the top 

scoring CNN algorithm well outperformed a human in 

classifying the traffic signs, which gives us an idea of how 

significant and powerful these CNNs can be for classification 

[11]. It also assures us that the person behind the wheels is 

safer with a computer classifying traffic signs for itself rather 

than them doing it themselves; of course, we have not 

perfectly reached this goal yet, as the camera needs to also be 

able to detect traffic signs, to name one of the many 

complexities for this goal [11].  

Speed Recognition was first introduced in Vauxhall 

Insignia in 2009, and ever since, car models such as Toyota 



Prius, Tesla Model S, Volvo S60, Audi A8, BMW 7 Series 

and Ford Focus, to name a few, have included traffic sign 

recognition in their cars, either as a standard or extra feature. 

In most cases, the car is equipped with a camera that detects 

these signals and either displays them next to the clock or 

narrates it to the driver. But the technology for these cars is 

still improving and not free of bugs.  

In much earlier studies from the 1990s on traffic sign 

classification, color-based detection methods have also been 

used traditionally to classify the region(s) of interest, used in 

identifying red, blue and yellow regions, the three colors used 

most in traffic signs [12]. Shape based methods have also 

been implemented, which do not usually require information 

about the colors. Instead, of the different available methods, 

Piccioli and his team used edge segmentation and grouping 

for different shapes [13]. Some even used entire traffic signs 

as templates [14], while others used subparts of these 

templates for classification [15].  

III. METHODOLOGY 

Some of the key terminologies discussed in this section are 
explained below in detail: 

A. Key Terminologies 

A convolutional neural network is a powerful technique 

for image classification. It receives input data and 

transforms it through a set of hidden layers, each made up of 

“neurons” with a corresponding set of weights and biases. 

These weights and biases are parameters that determine each 

neuron’s output, which is fed into the subsequent layer. As 

shown in the graphic below, neurons in a convolutional 

neural network are arranged in three dimensions: height, 

width, and depth. 

 
Figure 2: Structure of a Convolutional Neural Network [16] 

The output layer of the convolutional neural network 

produces a vector of class scores, representing the likelihood 

that the input image corresponds to a given class. During the 

training phase, the network seeks to minimize the loss 

function and optimizes its parameters through sequential 

epochs. During the test phase, the model is applied to predict 

new data. The types of layers included in the convolutional 

neural network architecture of this project are described in the 

next few paragraphs. 

Each neuron in a convolution layer is connected to a small 

area of the previous layer. This area shifts to cover the 

entirety of the previous layer, one section at a time, and 

convolution is used to obtain the result. This hierarchical 

structure allows the network to extract low-level features 

from the input image and gradually assemble them into 

higher-level features through an iterative process. The 

following diagram captures this concept:  

 
Figure 3: Mechanism of a Convolution Layer [17] 

A pooling layer also uses a shifting window that analyzes the 

previous later, but its goal is to reduce the size of the data by 

aggregating several values into one output, such as the 

maximum value or the mean value. For example, in the image 

below, only the maximum value from the red square is 

included in the pooling layer, reducing the output size by a 

factor of four.  

 
Figure 4: Mechanism of a pooling layer 

In a fully connected layer, every neuron in the previous layer 

is connected to every neuron in the current layer. This is used 

at the end of the convolutional neural network architecture, 

to generate the output vector. 

B. Project Implementation 

Our first task was to explore the city and to prepare the 

dataset. For this, a taxi was taken into the downtown of Abu 

Dhabi, and roughly 1,021 raw images of the traffic signs that 

were taken with normal cellphone cameras. After this, each 

image was then cropped to a square shape to remove as much 

of the background area as possible, and was identified by its 

label (stop, no parking) and separated manually. Images 

pertaining to some labels were discarded, since we did not 

have enough images pertaining to such dataset. After 

discarding such classes, we had approximately 700 images 

belonging to sixteen labels (shown below). We believed that 

this amount of data would give us the desired results, and we 

were prepared to drive into the city in case more data were 

later needed. 
Table 1: Sixteen labels of traffic signs 

50 km/hr speed limit Dangerous curve to the left 

60 km/hr speed limit Dangerous curve to the right 

100 km/hr speed limit Winding road 

120 km/hr speed limit Traffic Signal Ahead 

Yield Crosswalk 

Stop Turn Right Ahead 

No Large Vehicles Turn Left Ahead 

No entry Keep Right 



Next, in order to simulate different weather conditions, the 

data was augmented with 8 different effects using the 

Automold Road Data Augmentation library from Github. 

From this library, several effects were chosen to reflect a 

variety of different road conditions. These are: 

Sun Flare - Places bright circles of random sizes and 

locations onto the image to mimic the reflection of bright 

sunlight into the camera.  

Snow - Brightens the image and replaces image pixels with 

white spots.  

Random brightness - Adjusts the brightness of the image to 

simulate light and dark conditions.  

Speed blur - Adds a blur to the edges of the image but not 

the center, as if the vehicle is driving rapidly toward the sign 

and the camera cannot take a clear image. 

Shadow - Adds triangular dark shapes of various dimensions 

to random areas of the image, to simulate a shadow cast over 

the road sign by another object.  

Rain - Darkens and blurs the image and and adds darker 

pixels as “raindrops”  

Fog - Adds diffuse circular regions to the image to simulate 

foggy conditions 

Rotation - Turns the images in 90-degree intervals. 

 
Figure 5: [Sun Flare, Snow, Random Brightness, Speed Blur] 

 
Figure 6: [Shadow, Rain, Fog, Rotation] 

Each class was then added with all of the above effects 

for every image taken. Also, not only this, to supplement the 

amount of data, the GTSRB dataset was used, images were 

extracted from each label, and augmented using all the filters 

above. Next, for each of the respective sixteen labels 

considered, 30% of GTSRB data was chosen randomly 

(both normal and augmented), and 70% of the Abu Dhabi 

dataset that we took pictures of (both normal and augmented) 

were used for each individual label displayed below. 

 
Figure 7: Data visualization for different labels 

Since our dataset is now ready, we move on to the 

Convolutional Neural Network. The code was written in 

Jupyter notebook (Python) using TensorFlow, Keras, and 

Cuda (for access to the GPUs). 

A typical convolutional neural network has one to three 

filter bank and spatial feature pooling layers, and one to two 

non-linear transform layers. We started with a model that 

consisted of three convolutional layers with depths, 16, 32 

and 64 and two fully connected layers with 60 neurons and 

40 neurons respectively. The network concluded with a 

softmax activation function that produced 16 results. These 

results corresponded to the 16 labels of different traffic signs. 

We converted our image data from a 3 channel (Red, 

Green, Blue) to a single-channel grayscale using the 

following proportions:  0.2125 red, 0.7154 green, 0.0721 

blue. We did this to reduce the noise in the image and to make 

the model train faster. The proportion of green was higher 

because humans are more sensitive to green than red and red 

than blue. Therefore, blue had the least proportion. We also 

normalized the distribution of the image data. This involved 

subtracting the mean RGB value from each image’s RGB 

values then dividing by the standard deviation of the RGB 

values. 

The filter size we initially used for convolution was 3x3, 

and we doubled the depth as we progressed deeper into the 

network. The pooling layer we chose had a size of 2, and it 

reduced the spatial resolution of the representation. We also 

added dropout to keep the model from overfitting. In Nitish 

Srivastava et al paper on dropout, the authors discuss how 

dropout is similar to biology and evolution [18]. More 

importantly, they apply various levels of dropout depending 

on the specific type of layer. We, therefore, defined two 

separate dropouts for the convolutional layers and the fully 

connected layers. Like in evolution, the authors increased the 

dropout as they progressed deeper into the network [18]. We, 

therefore, increased our dropout as we progressed deeper into 

our network. 

It is crucial that our neural network trains in less time 

without necessarily sacrificing accuracy. We, therefore, 

sought out to choose a good optimization algorithm that 

would achieve this among the ones provided by the Keras 

library. Optimizers like Adaptive Momentum (Adam) 

combine Momentum and Root-Mean-Square Propagation 

(RMSprop), so we were interested to see how they would 

increase performance. 

This architecture was partly inspired by Yann LeCun and 

Pierre Sermanet’s 2-stage ConvNet [18]. We trained our 

model on the following architecture parameters: 

• Image type 

o Original 

o Grayscale: [0.2125 red, 0.7154 green, 

0.0721 blue] 

o Normalized: (images - mean) / std 

• Number of filters for the convolution layers 

o [16,32,64] 

o [32,64,128] 

• Number of neurons in the fully connected layers 

o [60,40] 

o [120,80] 

o [120,82] 

o [120,84] 

• Learning rate: 



o 0.001 

o 0.0001 

o 0.1 

o 1 

• Dropout for convolution: 

o 0.5 

o 0.1 

• Dropout for Fully connected layer: 

o 0.25 

o 0.05 

• Batch size: 

o 512 

o 32 

• Optimizers 

o Stochastic gradient descent optimizer 

(SGD) 

o Root-Mean-Square Propagation 

(RMSprop) 

o Adaptive Gradient Algorithm (Adagrad) 

o Adaptive Learning Rate Method 

(Adadelta) 

o Adaptive Momentum (Adam) 

o Adaptive Momentum based on infinity 

norm (Adamax) 

o Adam with Nesterov momentum (Nadam) 

 

 
Figure 8: Model architecture 

We used the Keras library for creating, training, validating 

and testing the models. We also used Matplotlib and Image 

for image processing, and for conversions to grayscale. We 

also used Numpy, Skimage, Os and Sklearn libraries. 

IV. RESULTS AND ANALYSIS 

We trained our model for 15 epochs with Adam as the 
optimizer, using a batch size of 32 and learning rate of 0.001. 
The dimensions of the convolution layers were [16, 32, 64] 
and that of the fully connected layers was [60, 40]. The pool 
size of the max-pooling layers was 2. We found that the 
training and validation accuracies were 31% and 43% 
respectively. The validation accuracy is higher because we are 
using dropouts of 0.25 and 0.5 for the convolution layers and 
fully connected layers respectively. This means that during 
training, 50% of the features were turned off, but during 
testing, all features were used, which led to higher validation 
accuracy.  

We then increased the convolutional layers to depths of 
[32, 64, 128] from [16, 32, 64] while keeping all other 
parameters constant.  We found that the training and 
validation accuracies were 52% and 65%, respectively. 

The next attempt increased the number of neurons in the 
fully connected layers to [120, 80] from [60, 40], keeping all 
other parameters constant. The resulting training and 
validation accuracy were 56% and 62%, respectively. 

After this, we again increased the neurons in the fully 
connected layers to [120, 82] from  [120, 80], keeping all other 
parameters constant. We observed that the training and 
validation accuracies were 63% and 65%, respectively. 

Subsequently, we decreased the dropout of the 

convolutional and fully connected layers from [0.25, 0.5] to 

[0.05, 0.1], keeping all other parameters constant. The 

training and validation accuracies were 72% and 71%, 

respectively. 

Continuing the trial-and-error process, we increased the 

dropout of the convolutional and fully connected layers from 

[0.25, 0.5] to [0.5, 0.75], keeping all other parameters 

constant. At this stage, the training and validation accuracies 

were 67% and 71%, respectively. 

We also tried the various optimizers, keeping all other 

parameters constant. Rmsprop had the highest validation 

accuracy at 73% compared to Adam which had 69%. The 

lowest was SGD, which had 32%. 

We now describe how we trained the model with the other 

parameters. When we chose Keras as the library for our 

model, we made a few assumptions. One of the most 

significant assumptions we made was that setting the Shuffle 

parameter in the fit method shuffled the data before splitting 

it into training and validation sets. We learned that it first 

splits the data, then shuffles only the training data. This is 

because the validation data does not need to be split. 

Therefore, this means that the results listed below are from 

models that were trained with about fifteen classes and 

validated only with the last class (validation ratio: 0.2). The 

models thus had very low validation accuracies because they 

were not being validated with the classes they used for 

training. Because of this, we will only use training accuracy 

to evaluate the parameters of these models.  

These models ran with 100 epochs over several days, and 

we chose to keep them for this analysis because, although 

they were not validated appropriately, their training 

accuracies show how the various parameters improved the 

models.  

We trained our model for 100 epochs with Adam as the 

optimizer, using a batch size of 32 and learning rate of 0.001. 

The dimensions of the convolution layers were [32, 64, 128] 

and that of the fully connected layers was [12, 84]. The 

dropout for the convolutional layers was 0.1 and the dropout 

for the fully connected layers was 0.5. The pool size of the 

max-pooling layers was 2. We found that the training 

accuracy was 86%. 

We then used the normalized images defined as (images - 

mean) / std, whilst keeping all other parameters constant.  We 

found that the training accuracy increased dramatically to 

98%. 

Next, we used the grayscale images defined as [0.2125 

red, 0.7154 green, 0.0721 blue], while keeping all other 

parameters constant.  We found that the training accuracy 

was 88%. 

After decreasing the learning rate from 0.001 to 0.0001, 

keeping all other parameters constant, we found that the 

training accuracy was 83% compared to 86% 

When we increased the learning rate from 0.001 to 0.01, 

keeping all other parameters constant, the training accuracy 

was 21% compared to 86%. 



We then increased the learning rate from 0.001 to 0.01, 

keeping all other parameters constant. We found that the 

training accuracy was 81% compared to 86%. 

Finally, we increased the batch size from 32 to 128 then 

to 512, keeping all other parameters constant except we used 

the normalized images. This resulted in training accuracies of 

92% and 94% compared to 98%. 

The final model is shown below: 

 
Figure 9: The final model 

Also, the final model gives us an accuracy of 94% for dark 

testing images (20 samples in each case), 91% snow, 93% 

shadow, 94% random brightness, and 83% for normal 

images. 

The accuracy graphs are as follows: 

 
Figure 10: Final training accuracy and loss plots 

 
Figure 11: Final validation accuracy and loss plots 

V. DISCUSSION 

The first model we created had a validation accuracy 

of 43%, and after trying different parameters for our model, 

we found that the final model above gave the optimum 

results. Increasing the filters in the convolution layers 

increased both the validation and training accuracy. This was 

complemented by the increase in accuracy that resulted from 

increasing the number of neurons in the fully connected 

layers. We found that the difference in training accuracy and 

validation accuracy increased when we increased the number 

of filters and neurons, so we stopped at [32, 64, 128] for 

convolution and [120,84] for fully connected layers. As the 

accuracies increased, we wanted to prevent overfitting, so we 

started looking at increasing dropout. When the dropout was 

set to [0.5, 0.75], the accuracy decreased, and the validation 

accuracy was 0.4% more than the training accuracy. 

However, when we decrease the dropout, the training 

accuracy increased and it did not surpass the validation 

accuracy significantly (surpassed by 0.1%), therefore we 

decided to use the lower dropout values of [0.05, 0.1].   

We then experimented with the optimizers available 

in the Keras library. We found that Rmsprop had the highest 

validation accuracy and since we had time and computational 

power, we decided to keep it. We then looked into the batch 

size used for training and we found that increasing the batch 

size decreased the accuracy, so we kept it at 3.  

While best efforts were made to capture images for 

the dataset during different times of the day, capturing more 

than 1,021 images would have helped. The reason we had to 

cap at 1,021 images was because most of the images that we 



saw after that point were for labels that we already had a lot 

of data for, and time as well as cost were limited.  

Had we taken more images or had taken it within 

different cities of the U.A.E., we’d have an even more 

comprehensive dataset with more data and more labels to 

consider that would allow us to make better predictions. The 

reason accuracies with the GTSRB dataset hover around 99% 

is not only because of the CNN architectures used, but also 

due to the fact they the teams had a comprehensive dataset 

with several many images than ours for each label. We could 

have put more of the GTSRB dataset into our labels but doing 

so would be more as if we were classifying the GTSRB 

instead of our own dataset: this is why we used only 30% of 

the GTSRB data for each label.  

Best efforts were made to acquire Mapillary’s traffic 

sign dataset through both call and text/email, as this contains 

100,000 images of traffic signs from all parts of the globe 

under different environmental conditions, and this dataset is 

free for academic use [19]. We made numerous efforts over a 

span of the last month, but we did not get any response. The 

GTSRB filled this void.  

Also, running CNNs over the specified epochs, in some 

instance, took days to execute. Although we were able to gain 

ssh access to NYUAD’s MMVC lab’s Alienware’s equipped 

to handle such tasks, and even when we used the GPUs using 

TensorFlow’s cuda commands to direct the computation to 

the GPUs, these tasks took days nevertheless; perhaps the 

computation time would be shorter if we had access to better, 

more powerful computers, which was a constraint.  

VI. CONCLUSION 

This project successfully fulfilled its objective to classify 

traffic signs in varying environmental conditions using a 

convolutional neural network. The final model results were 

94% training accuracy, 82% validation accuracy and 92% test 

accuracy. The final model used a dropout of 0.5 for 

convolutional layers and 0.1 for fully connected layers. It 

used 32 filters for the first convolutional layer, 64 filters for 

the second convolutional layer, and 128 filters for the third. 

The complete architecture is depicted in the discussion layer. 

Compared to previous work, this is less accurate, but that is 

to be expected given that our model is generalizable across 

different conditions. In the future, we would like to expand 

the applications of our model by including more types of 

traffic signs and collecting a larger volume of training data 

from the U.A.E., as the current model only classifies the 16 

most common signs.  This project allowed us to brainstorm 

how the concepts learned in class could be used to develop a 

smart city, and it helped us in gaining a deeper understanding 

of the real-world applications of convolutional neural 

networks. 
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